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Abstract

The reliability of a largescale storage system i i
fluenced by a complex set of intependent factors.
This mper presents a comprehensive and extensible
analytical framework that offers quantitative answers
to many design tradeoffs. Wppy the framework to a
number of imptant design strategies that a designer
and/or aministrator must face in reality, including
topologyaware replica placement, proactive relic
tion that uses small b&ground network bandwidth
and unused disk space ¢eeate additional cpies. We
also quantify the impact of slow (but potentially more
accurate) failure detection and lazy replacement of
failed disks. We use detailed sietion to verify and
refine our analytical model. These results demonstrate
the verstility of the framework and serve as a solid
step towards more quantitative studies of fundaaie
system tradeoffs between reliability, performance, and
cost in largescale distributed storage systems

1. Introduction

Storage solution using clusterégmat bricks'
connected witHocal area networks becoming anni-
creasingly attractive altestive to the more expensive
storagearea netork (SAN) solution. Some fthe
exemplary systems inclgdNASD [10], GFS[9], FAB
[19], Repstorg24], and Boxwood13]. A smart brick

is essentially a strijped down PC with a CPU, memory,
network card, and a large diskhe smartrick sol-
tion is costeffective and can be scaled up to thousands
of bricks. Another important trenith storage systems
is the increasingdemand for storing refence data,
data thaare rarely changed buted to be stored for a
long period of timg1]. As more and more information
being dgitized, the storagelemandfor documents,
images, audios, videos and other reference ddta
soon becomethe dominant storage requirement for

enterprises and large internet servifHs Large scale
brick sbrage fits the requirement for reference data
quite well, kecause it is lowcost, simple, and has good
scalabilityand availability However, for brick storage
systemsproviding strong data reliabilit{i.e., no data
loss) as required by reference data storagecan-
fronted with new challenges, because inexpensive
commodty disks areprone to permanent fares and
failures are far more dguent in large systemin this
paper, we study the reliability of brick storage that
storesreference data, or imnalile data.

To guard against permanent loss of data, replication
is often employed. If sombut not allreplicas of an
objectare lost due to brick failuresiew replicas can
be regeneratetiefore further failuresto maintain the
same level of reliabilityNew bricksmayalso be ad-
ed to replace failed bricks and data may beynated
from old bricks to new licks to keep global balance
among bricksWe call the process of regenerating lost
replicas after brick failue data repair and the
process ofmigrating data to the new replacement
bricks data rebalance These two processes are the
primary maintenance @pations involved in a progu
tion system.

The reliability of the system is influenced by many
parameters and policies embedded in the above two
processesWhat complicatesthe anaysis is the fact
that those factors can have mutual dependencies. For
instarce, cheaper disks (e.gATA vs. SCSI) are less
reliable but they give more headroom afng more
replicas. Larger replication degree in turn demands
more switch bandwidth. Yet, a more carefulle-d
signedreplicationstrategycould avoid the burst traffic
by proactiwly creatng replicas in the background.
Efficient bandwidth utilization depends on both the
given (i.e. switch hierarchy) and the design (i.e.
placement strategy). Object size also turns out ta be
nontrivial parameter as welMoreover, faser failure
detection and faster replacement of failed bricks can



provide better dateeliability, but they incurincreased
system cost and operation coathile it is easy to see
how all these factors qualitativelynpactthe data e-
liability, it is important for system designers aad-
ministratorsto understand thguantitativeimpact, so

Third, in Section5, we study the impact of delaying
failure detectiorand delaying the replacement of failed
bricks In reality, failure detectioris never accm-
plishedinstantly A longer detection timeequires less
detection messages and thus saves system bandwidth.

that they are able to adjust the system parameters andMore impatantly, it tolerates more transient failures

design strategies to balance the tradeafe/éen cost,
performance, and relidity.

This work makes two contriltions. First, & a si-
nificant extension to an earlier wofk?2], it provides
an analytical framework based on Markov model to
study data reliability of brick etage systems where
random replica placement (&s[9][12][18]) is used.
The basic model described in Sectio8, covers data
repair and redance and considesome fundamental
factors such asebject size andboundel system baah
width, while further extensions of the modelveo
more advancedfactors such as proactive riltion,
failure detection delay and brick repéatent dedy.
While in most cases we cannot derive a closed form
solution, the frameworlprovides a computation @+
cedureandit s fiscal abl eo i
dict reliability at a system scale not easily affordable
by detailed Bnulation.

Next, given ths analytical framework we show
several applications of the framework to stsdyne of
the most important issues when building a working
system.

First, in Section3, we study the impact of switch
topology.Existing modeldypically assume a flat, one
level hierarchy. In reality, a scalable storage system is
invariably connected in a treéke topology and thus
replica placement strgiesneed to be topologgware.
We demonstrate thatetwork topobgy has a lage
impact on system reliability. We propose a policy
where objects are mdomly placed among all bricks
while data epair are only carried out within the same
local switch The more efficient use of bandwidtk-r
sults in significant improvement ttfie systen reliabili-
ty, in some cases more than two orders of magnitude

Secondjn Sectior4, we study the impact of proa
tive replication which uses a limited bandwidth budget
to generate additional pkcasin the bakgroundeven
without brick failures[21]. With the increasing capac
ty of disks, trading unused storage space for better
reliability becomes attractive. Nevertheless, there is a
lack of quantitative understandg of the effectiveness.
Our result shows thah a 3way repli@tion system,
evenwith 1% of total replication maintenance loian
width to proactively generat one more replicafor
each objectwe candramatically improve diability.
Generating twoextra eplicas with (6% bandwidth
budget, the reliabilitgexceeds theetiability of a 4-way
replication system.

ne- t h @&ure wakinsSectial®h a t it

and avoig incurring the heavy data repair and reba
ance cost mmaturely. We showhow our model can
be extended to study the sensitivity to failuetedtion.
In our system settingsletecting brick failures can be
delayed toa couple ofminutes without significantly
reducing data reliabilityFor brick replaement, t is
impractial to assume an infinite supply of backup
bricks. The common practice is teplace failed bricks
periodically. This policy is driven by the need te-r
duce humamaintenanceost. We show that delaying
replacementioes not have a strong impact to data r
liability. In the setting that we studielrick replae-
ment can bedayed for days or weeks

We offer detailed simulation results in Secti6n
and related work in Section We conclude withu-
can pr

2. Analytical framework

We analyze the brick storage reliability in terms of
the mean time to data lossf the system, ehoted as
MTTDLsy, That is, after theystem is loaded withed
sired number ofeplicasof the djects, the expected
time when the first data object is lost by the system.

The analysis has two major steps. In the first step,
we fix onearbitraryobject andarelyze the mean time
to data loss ofthis particular object, denoted as
MTTDLyy,;. In the second step, we estimate the number
of independent objects (in terms of data lossabieln),
and denote iasp. Then the mean time to data loss of
the system is given aBITTDLs, &sMTTDLyy/p.

2.1. Markov model for MTTDL op;

To analyzeMTTDL,,;, we use a discrefgtate co-
tinuoustime Markov process asepicted inFigure 1(b)
to model thedynamicsof the systemThe Markov
process is illustative and simple enough, see do not
use more advanced stochastic modeling tools such as
SPNP[2] to avoid dgtracting readers with the details
of thetools.

A state in the Markov process is defined by ¥),
wheren is the number of dime bricks, andk is the
current number of replicas of the observed object
among the online bricks. A brick is online if it is fin
tional and it achieves the balanced load (storesvan a
erage amount of data). Initially the system is in state



(N, K), whereN is the total number of bricks ardlis
the replication degree, thessired number of replicas
for the observed lmect. The model has one absorbing
state,stop which is the state when all replicas of the
object are lost before anymair is successful. &a
loss occurs when the system transitions into stop
state MTTDL,,; is computed as the mean time from the
initial state (,K) to thestopstate

€

6'
GIONT 6«6 »5

® ©
&

(@ (b)

Figure 1. Model 0: Markov process of system
replic as maintenance process (states with
less than K online bricks are omitted for a
large system with online bricks less than K
can be approximately considered broken )

To compute this value, we need to provide trans
tion rates between all statg8ur canputationalways
refers to the replicas of the observed objectWe &s-
sume that each individual brick has andpendent
failure rate of/. There ardive transitions leaving the
state(n,K) (Figurel(a))./, is therate of the transition
moving to(n-1,k), thecase whera newbrick fails but
it does not contain a rep&. Since there ar@-k) such
bricks /1= (n-K)/. /, is therateof the transition me-
ing to (0-1,k-1), in which casehe failedbrick contains
a replica and thus, = k/ .

Transiton ratesm, m, and m are the rates forer
pair and rebalance transitidn¥Vhen the system is in
state (,k), data repaiis the process to remperate all
lost replicas in the failetl-n bricks among the remai
ing n bricks and it should do so as fast @sssble. If
all n bricks participate in tarepair process, data repair
can be done inagpallel and can be very fast. In the
mean timedata rebalance isarried outto regenerate
all lost replicas on theN-n new bricks that are installed
to replace thefailed bricks. Data rebalance is the
process to replace failed bricks with new bricks, and
fill the new bricks with the reptas lost by the failed
bricks until each of the new bricks stores anrage
amount of data, so that they are then brought ontine f

! Transition timesareapproximatelyconsidered tdollow
exponential distribution for network traffic fluctuate

service. When both data repair and data rebalance
complete, theeplicas lost on the failed bricks have all
beenrecovered on the neveglacement bricks, so the
replicas generated on the surviving bricks in the repair
process will be deleted tkeep thedesired reptation
degreeK. We assume that the repair angbalance
processes are reliable in that no reg are lost during
data epair or rebalance.

In the basic model we assurfat brick failures are
detectedinstantaneouslyand new bricks areristalled
immediately to replace failed bricks. In Sectidrwe
extend our model to consider ligie detection delays
and brick replacement delays.

Transition ratem is the rate of data repair from
state ,K) to (nk+1). In state(n,K), the data repair
process regeneraték-k) replicas among the renmi
ing n bricks in parallel. Lei=1 , 2K-kée the K-k)
bricks receiving these replicas. For each brjdktd;
be the amount of data it r@ees for data repairand
b,; be the bandwidth it is allocated for repair. Then
by i/d. ;is the rate brick completes the repair of a repl
ca. Since all K-k) replica epairs are in parallel, the
overall repair ratgy = é b d,

Transition ratesn and /3 are fO’ rebalance trams
tionsfilling the N-n new disks In particular,m is the
rate ofcompletingthe ebalance of the first new brick
that contairs a newreplica(to state §+1,k+1)), while
m is the rate of compting the rebalance of the first
new brick nd containing a replicato state §+1,K)).
For each of théN-n new bricks et d bethe amount of
data to be loadedandb; the availablebandwidthfor
copying dataThus the rate for each new brick tanco
plete ebalance isb/d,. Therefore m=(K-k)*b,/d, and
m = ((N-n)-(K-k))*b,/d,, since (K-K) new bricks co-
tain replicas of the object an@N-n)-(K-k) bricks do
not

The values ofd,;, by, d, by depend on placement
and repair strategieas well as system ofiguration
such as backbort@ndwidth brick bandwidth, etcand
they are determined in Sectidh2 for random plae-
ment and epair strategy.

When all transition rate are known, MTTDLgy, is
computedwith the following procedurg4]. We num-
ber all the stateexceptthe stop state to be state 1, 2,
3, é, with state NK.HeQng
= (g, ) be thetransition matrix whereg;; is the tranis
tion rate from staté to statej. We then calulatema-
trix M = (1-Q") ™. Finally, we haveMTTDLyy; = S; my,
where m; is the element o at the first row and the
i-th cdumn. It is also possible tocalculateMTTDLgy,
using a system of linear equatioas proposed by
Muppala et.a[14]. Whenthe number of statesis not

t

he



very large the calculation of matrix inversion is simple
andfeasible.

We now briefly justify why we choose to use the
model inFigure 1. At eachstate, data repair for the
particular object is affected by the available system
bandwidth and the amount of data to be repaired.
These quatities are determined by the total number of
bricks remaining in the siem. So we need parameter
nin the state. W also need pameterk in the state to
denotehow many cgies of the particular objechave
left and when the object is lost. Explicit use of replica
numberk in the state is also useful when weend the
model to consider other replication ségies, ach as
proactive replication in Sectioh

2.2. Parameters for random placement
and repair strategy

In this paper, we consider ramdoplacement and
repair strategy, whichppearedn a number of studies
([9][12][18]). With this strategy, all repas of any
given object are randomly placed among all bricks in
the sywtem. When a reple is lost, a new replica is
randomly generated among all remaining bricks in the
data repair process.

Table 1. Parameters

Parameter Explanation Default
N | Number of total bricks 1024
/ | Death rate of a brick 1/3
=1/MTTF (Lyear)

K | Replication degree, i.e., 3
Desired number of replicas per
object

D | Total amount of unique user data| 1PB

s | Object size 4MB

B | Switch bandwidth for replicg 3GB/s
maintenance

b | Brick IO bandwidth 20MB/s

p | Fraction of B and b allocated for| 90%
repair; (%p) for rebdance

F | Total number of objects in th{ D/s
system

X | (approximate) nmber of failed| 1
bricks whose data still need to
repaired

A | Total number of remaing bricks | min(n,
that can pdicipate in data repail FKx/(n+
and data redance and serve as th| x))
datasource

Table1 shows the system parameters and their d
fault values used in ouwralculationof all the figures.
The default values are based on anngdary peta
byte data storage that could Ieilt in a few years, for

exampleB=3GB/sis 10% of bisectional bandwidth of

a 10Gbps 48 port switclb=20MB/s is the mixed &-
quential and random disk access bandwidth, &nd
1/3yr corresponds to a cheap brick (disk) with 3 year
mean time to failureSeweral reports [20][11]) pro-
vide lower failure rates about disk failures, but they are
based on ggregate failure rates of a number of disks
during their initial useperiod (the first year), and it is
well known that fdure rate increases as a disk ages, so
we choose to use a higher failure rate to be coaserv
tive, and it also matches typical disk warranty length.
Between data repair andbalance, we allocate most
bardwidth (p=90%) for data repair, since we want the
lost replicas to be regenerated as fast as possible to
support high data reliabilityfWe now further gplain
parangtersx andA in the table.

When the system is in stag&= (n, k), part of the
data on théN-n failed brickshavebeen epaired before
the system transitions into the state. However, we do
not have direct infamation from the state to derive the
exact amount of data still need to be repaired. If we
add extra parameters to the state to recoislitifior-
mation, the state space will be too large and make our
computation infeasible. Therefore, we use an approx
mation parametex in the calculation ofl;. Parameter
X denotes the (approximate) number of failed bricks
whose data still need to bepaired, and it takes values
from 1 toN-n. In other words, when the system is in
stateS with n online bricks, we assume that in a&pr
vious stateSd  wn+x dmline bricks, the system has
(almost) done its data repair, andyothe data in the
lastx failed bricks need to bespaired in stat&.

Whenx = N-n, the approximation is the mostreo
servative, and it ignores datepaired in all previous
states. Without any fther information, one can use
x=N-n to make a conservative estimate T TDLsy,

In generd the value ofx is determined by the faire

rate of the bricks and the repair spetiet lower the
failure rate and the higher the repair speed, the smaller
the value ofx. For our sding, we use our simulation
results (shown in Ston 6) to tune the parameter, and
we find thatx=1 is sufficient for our setting, which
means the dataeededto be repaired are mibg the
data in the last failed brick and other data are mostly
repaired already. This is reasotepiven our low fdi

ure rate (about 1 failure per day) and relatively high
repair speed (a few tens of minutes to repair one failed
brick in parallel). Henceforth, we usel in all the
calculations of our analytical results.

Table 2. Formulas for the key quantities in ra
dom placement

n_

by, min(Bp/ A,bp), Bp/Ais the root switch
same for all band_width aIIocat'ed for_
repair for one online brick|




participatedn repair;bp
is the brick 10 badwidth
allocated for repair.

d; D3 K3x, Parametex is the number
(n+x)3 A of failed bricks whose dat
same for all still need to be repaired.

(D*K)/(n+x) is the amount
of data on one brick. With
x failed bricksto repair
their data are evenly sl
tributed among thé re-
maining bricks as repair

source.
b min(b(1- p)* A/(N-n), | b(1-p)*A is the total
B(1- p)/(N - n),b) bandwidth with whichA

online bricks can conitr
bute for rebalance, and it
is evenly distributed for
(N-n) new bricks;B(1-p)

is the root switch batt
width allocated for reda
anceand it is also adl-
cated evenly forN-n) new
bricks;b is the brick 1O
bardwidth one new brick
can use for rebalance.

o] D3 K Average amount of data
N one brick should maintain|

Quantity A denotes the total number of remaining
bricks hat can participate in data repair and da&ta r
balance and serve as the data source, and it ig-calc
lated as followsLet F be the total number of objects
stored in the system, thén= D/s, wheresis the ave
age size of objectn stateS with n online bicks, the
total number of lost replicas is given BKX/(n+x),
sinceby our assumption in a @rious stateS @vith n+x
online bricks all data are repaired so each brick has
FK/(n+x) replicasand from stat&bto Sall data on the
last x failed bricksare bst and need repailThen we
have A = min(n, FKx/(n+x)). This is kecause, when
FKx/(n+x) > n, all lost replicas can be equally distr
buted amongn remaining bricks as datsource for
repair and rebalance; wh FKx/(n+x) < n, at most
FKx/(n+x) bricks can seve as data source for losire
licas.

Table 2 shows the formulas fod,;, by, d, andb,
and their explanationdVe provide extra xplanation
for d.; below Since in staten( k) the data on the last
failed bricks need repair, and each brick contains
DK/(n+x) amount of data, so thetal amount of data
to repair isDKx/(n+x). These data are eventuallysdi
tributed amongA participaing repair sources, so each
brick hasDKx/[(n+x)A] amount of data to repair.

2.3. Estimate p, the number of indepe-
dent objects for random placement
and repair

It is difficult to estimat the number of hdependent
objects,sincereplicas of different objectsay be par
ly co-located in same nodes and thus these overlapping
objects are ot completely indpendent.
To solve this problem, weonsideran ideal model
in which we can calculate tlexactquantity p, and use
it as our estimate fqwin our model. In the ideal model,
time is divided into discrete slots, each of which with
lengthgp. Wit hin each sl ote; each |
pendent probability to fail. At the end of each slot,
data repair and data rebalance are completed iastant
neously. In this model, we can derive the exact term
las for MTTDLy, and MTTDLs,s and thus we canbe
tain MTTDLoy / MTTDLsys We then | et P ter
(soP tends to zero), and we use the quantity

MTTDL,,,
fim 1 1Dy =CK(@1- @- vchH)
P- 0MTTDL

K
° Cx(l- eI
as our estimate gb. In real systemsdata repair and
rebalance can usually be done imach smaller time
scale (hours) comparing with the life time of a brick

(years). Thus assuming instant data repair andi-reba
ance in the ideal model would give a close estimate of

Some typical values of the above appnoeation are
as follows. WhenF < <, itis F; whenF > xCf

it is Cﬁ . In other words, if there are too few objects,

then their failures can begarded as independent; and
if there are many lgects, then any combination &f
bricks can be ansidered as one independent pattern.

Also, whenF =CJ , it becomesC;; (1- €).

2.4. Sample results

MTTDL (Year)

2 - —<]|— - A=1120 Yea!, k=3
10 —K—— =1/3 Yea' , K=4

—>—— A=1/3 Year', K=3

-4 -2 0 2 4
10 10 10 10 10
Object Size (GB)

Figure 2. MTTDL in random placement



Figure2 shows the relibility of the system withe-
spect to theizeof the objects in the system. Thesult
shows that data reliability is low when the object size

1. Both initial and repairplacement are fully
random across the whole systeémwhich casepoten-
tial repair bandwidth idoounded by theoot switch

is small, because the huge number of randomly placed bandwidth We referto this as global placement with

objects uses up all
tionsC,ﬁ , and anyK concurrent brick failures will

replica placemeovmbira-

wipe out some objects. On the other hand, when the

global repair (GPGR).

2. Bothinitial and repairplacemat arerandom
within each cluster. Essentially each cluster acts as a
completesystemand data are partitioned amongs:lu

object size is too large, the reliability also .decreases ters In this case, gtential parallel epair bandwidth is
because there are not enough parallel repair degree 0, unded bythe aggregate bandwidth dhose leaf

speed up data repair. Therefoiagreasing parallel
repair bandwidth and decreasing the number oé-ind
pendent objects are two important ways to improve
data reliability. Moreoverthere is anoptimal object
size for system reliability, where the number ofénd
pendent objectg is reduced to @oint when the s
tem bawwidth is just about fully utilized for parallel
repair process. This result is consistent with the results
in [12]. The figure also indicates that anvay replia-
tion system with low diability bricks (average brick
life time is 3 years) can achieve much better reliability
than a 3way replication system with high reliability
bricks (average brick life time is 20 years). This shows
that highly reliable bricks can be traded with lowly
reliable (and thus cheaper) bricks with extra diak c
pacity, and increasing individual brick reliability is
less effective than increiag replication degrees of
data objects.

In the following sections, we will apply our analyt
cal framework to analyze a mber of ssues that are
related to data reliability in disbruted brick storage
systems.

3. Topology-aware placement andrepair

As indicated in the previous sectiolincreasing
available parallel repair banidth and reducing the
number ofindependent objs are important for m-
proving data rebbility. In this sectionwe apply our
analytical franework to analyzeand compardlifferent
placement and repair strategies that utilize network
switch topology.

We assume a typical switch topology with multiple
levels of switches forming a trdepology. We referto
the set of bricks attached to the same leaf level switch
as a cluster. Traffionvithin a cluster only traverses
through the leaf switch, while traffic between theselu
ters has to traverse through parswitches.Giventhe
tree topology, we havéhree different replica plae-
ment and repair strategjebased on the choices of
initial placement(where to put object replicasitially)
andrepair placemen{where to put new object rapl
cas during data repir

switches under whicthereare failedbricks. We refer
to this adocal placement with local repair (LPLR).

3. Initial placemenis random across the whole
system, but repaneplacements within the same ckt
ters as thaepair source This approach significantly
improvesdatarepair bandwidth, since it could agey
gatethe bandwidth ofall leaf switchedor repair.Data
rebalance stillconsumes root switch bawidth. We
refer to this as global placement with local repair
(GPLR).

We consider all switches hiag the same batt
width B asgivenin Table1l. GPGR calculatioris d-
ready given inTable2. For LPLR, each cluster can be
consideed as anindependentystem to compute its
MTTDL,, and then theMTTDLy, is MTTDL, divided
by the number of cluster&PLR has the san;, d,,

b, andp as the GPGR method, but it has a different
(and larger) repair bandwidth
b,; =min(Bp/(A/(N/c)),bp) . wherec is the cluster

size The formula means that for tiebricks thatmay
paticipate in data repair, they are evenly distributed
amongN/c clusters, and each cluster can providle
switch bandwidth for repair. Therefore, each repair
destination can obtaiBp/(A/(N/c)) bardwidth from its
leaf switch for data repair.

6
10
5
10
T 4
©
g 10
z
B 3
E 10
=
2 GPLR
10 LPLR
] —>—— GPGR
10
4 2 0 2 4
10 10 10 10 10

Object Size (GB)
Figure 3. Reliability with different placement
and repair strategies that utilize switch topo
ogy. Clu ster size c=48.

Figure 3 shows the reliability of the three different
placement and repadtrategies First, GPLR is several
orders of magnitude better than GPGR in most cases,
because they have the same number of independent
objects while GPLR can aggregate a much larger



bandwidth for data repair. Only when thigiert size is
very large, in whih case there is not enough para
lelism in repair and repair is bounded by brick dban
width, does the two strategies have the same reliability.

Second, comparing GPGR with LPLR, GPGR has
much worse reliability whertthe object size is small,
because its ptement is not restricted and it has a
much large number of independenbjects. When the
object size is large, GPGR has better reliabilitg-
cause in this range there is still enough repairlpara
lelism such that GPGR can fully utilize the root switch
bardwidth, but in LPLR repair is limited with a clus-
ter of size 48, andhus cannotfully utilize the leaf
switch bandwidth for parallel repair.

Third, comparing GPLR with LPLR, GPLR is
usually better than LPLR unless the object size gets
very smallor very large This meanghat the agge-
gated bandwidth in GPLR plays a sigo#nt role in
speeding up parallel repair, until the number ofeind
pendent objects gets too large the parallel epair
degree gets too low such thée gain of aggregated
bandwidth n repairis cancelled out.

With this analysis, we reachn importantconcu-
sion concerning the utilization of switch topolaghf
the system can choose tobject size gpropriately
(perhaps by grouping small objects togetheaxpdan-
ly placing replicasuniformly among all bricks while
carrying outparallel repair locally within the same
switch providesy far thebestdatareliability.

4. Proactivereplication

Proactive replication [21] exploits free storage
space and volatile network bandwidth improve e-
liability by catinucusly germrating addtional repicas
besidesthe desired numbeK in the constraint of fixed
allocated badwidth. When sing proactive rplication
together with reactive data repatrategy(i.e., a mixed
repair straegy), the actual repair bawidth consmed
when falures occur is smoothed by paotige replia-
tion and thus big bursts of repairffia can be avoided.
When caffigured properly, the mixed strategy may
achieve better rebility with a smaler bandwidth
budget andextra disk spacdn this setion, we study
the impact of proactive replication to dataaiiity in
thesetting ofGPGR

As in Section2, we still focus on an object and-r
fer to this object by default. When the number ofirepl
casof this objectdrops below the desired degrie
the system tries togpair the number of replicas
using reative repair And the system also uses reactive
rebalance to fill new empty brick®nce thenumber of
replicas reaods K, the system switches to @tive

replication to generate additional replidas this d-
ject

We extend the modeh Section2 to cover proe-
tive replication by addingstates (N, K+1), (N-1,
K+1) , NeK+2),((N-1, K+2 ) , é N, Ky}, i |
(N-1, K+K;), to the model irFigurel, wherekK is the
maximal number ofreplicas generated by proactive
replication.The calcudtion of transition rates is given
below.

First, for every state n(k), the twofailure trans
tions/,and/,leaving stater(,k) have the same foum
las/ 1= (n-K)/ and/, =k/ as before, &cause staten(k)
by definition hasn online bricks and of them have
replicas of theobject Second, we consider the repair
and rebalance trarigins /m, m and m leaving state
(n,k). Because reactive repair, rebalance, and proactive
replication all evaly reproduce data among bricks, we
could logically divide data on a brick into two categ
ries for the purpose of analysis: data maintained by
reactive repair and rebalancealled reactive relicas,
and those generated by proactive ieation called
proactive replicas Such a classification does notsdli
tort the working of the modeled system and simplifies
the anaysis.

For the staten(k) with k < K, we have one trains
tion to (0, k+1) for reactiverepair, and two trarisions
to (n+1,k+1) and 6+1k) for rebalance. Since by our
classification reactive repair and rebalance do not need
to regemrateproactive replicasthe computatiomf the
transtion ratesis exactly like in Section2.1 and 2.2,
exceptthat now we need a new bandwidth allocation.
The switch bandwidth and brick bandwidth areided
into three componentsp, for reactive repairp, for
rebalance, andp, for proactive replication, and
p+p+p=1. That is, we restrict proactive pteation
bandwidth to bep, percent of dtal bandwidth, and it is
usually small (e.g., 1%)With this allocation, & only
need to change the calculationsTiable 2 such thatp
is replaced withp, and (p) is replaced withp,.. The
rest céculation of ; m and m remains the same for
state ,k) with k < K.

We now consider poactive replication and reba
ance transitions for state,k) with k 2 K. We still use
m, m andm as the transitiomatesdenoted inFigurel
(b), but they have different meanings néwst, ;3 = 0,
because rellancedoes nogenerateroactivereplicas
for this object.Thus transition tor(+1k) is the only
trangtion for rebalance, andz = (N-n)*b,/d,, whereb,
andd, are the same as fable 2 with p, replecing (1-

p).-

Finally, we consider the proactive replicationntra
sition from (n,k) to (n,k+1) whenk 2 K and its raten.

To calculaters, we need to calculate quaitit d, and






